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Abstract We propose a novel text-controllable polyphonic symbolic music generation method based on diffusion models.

Symbolic music generation has garnered significant attention due to its flexibility and seamless integration with Digital Audio

Workstations (DAWS), as it enables the generation of MIDI files, facilitating easier modification compared to waveform mu-

sic. Although existing techniques enable control through chords or other metadata, few methods allow intuitive control via

text prompts, which better align with user preferences. To address this limitation, we introduce Tezt-Controllable Polyphonic

Symbolic Music Generation (TPSMG@G), a diffusion model specifically designed for text-conditioned symbolic music generation.

Our approach incorporates a text condition module into a U-Net backbone within a Denoising Diffusion Probabilistic Model.

This module translates text prompts into embeddings that steer the denoising process, thereby enabling precise, text-based

control over music generation. Experimental results demonstrate that our method generates high-quality polyphonic symbolic

music outputs that closely reflect the intended textual input.

Key words: Symbolic music generation, denoising diffusion probabilistic model, symbolic signal processing, automatic composition

1. Introduction

Automatic music generation has been a subject of
extensive research since the 1950s [1], motivated by the
aspiration to produce music more efficiently, even in
the absence of inspiration. In recent years, the ex-
ponential growth of multimedia applications, including
videos, films, and games, has further intensified the de-
mand for original music [2]. This surge in demand has
spurred the development of numerous automatic music
generation models [3]. To effectively assist musicians in
the creative process, it is essential for music generation
models to produce outputs that are easily modifiable
by the musicians themselves. However, most waveform
music generation models output music in audio format,
which represents sound directly and restricts the flexi-
bility for musicians to alter the generated content [3].

In contrast, symbolic music generation models repre-

sent music as piano rolls or sequences of symbolic events
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and typically output music in the Musical Instrument
Digital Interface (MIDI) format [4]. This format allows
musicians to easily edit and customize music through
Digital Audio Workstations (DAWS), offering signifi-
cant flexibility and creative control. Consequently, sym-
bolic music generation has attracted considerable re-
search interest in recent years, as it provides practical
utility for music editing. Despite advances in conven-
tional symbolic music generation methods, achieving
precise control over generated samples with prompts
remains a challenge. Text, in particular, offers a highly
effective means for users to describe their musical inten-
tions. In other generative domains, such as image gen-
eration, text prompts have become a standard approach
due to their simplicity and expressiveness [5,6]. Text-
based prompts can capture essential musical elements,
including genre, mood, and chord progressions, making
music generation more accessible even to users with-
out extensive knowledge of music theory. In this study,
the textual inputs mainly consist of free-form musical
descriptions (e.g., “a relaxing pop song in D minor”),
emotional cues (e.g., “melancholic and dreamy”), and
categorical labels such as genre or tempo, which define
the scope of our system’s input space. Despite the po-
tential of text-controllable symbolic music generation
to inspire both expert musicians and amateurs, few
models currently address this domain. Effective text

control relies on selecting an appropriate architecture.
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Traditional architectures such as convolutional neural
networks, recurrent neural networks, and transformers
may face limitations in controllability and consistency,
particularly when modeling across multiple temporal
scales [7]. To address these challenges, Denoising Diffu-
sion Probabilistic Models (DDPMs) have gained promi-
nence due to their effective controllability [8]. DDPMs
have demonstrated an ability to generate outputs that
closely align with textual prompts when conditioned on
natural language input [9]. This advantage stems from
their iterative sampling process, which gradually refines
a noisy input into a clean sample. This step-by-step
refinement allows for precise control and has proven ef-
fective in generating high-quality, controllable outputs
not only in image generation but also in symbolic music
generation [10-14].

In this study, we propose Text-Controllable Poly-
phonic Symbolic Music Generation (TPSMG), a novel
DDPM-based approach for generating polyphonic sym-
bolic music conditioned on textual descriptions of mu-
sical elements. To identify the most effective strategy
for text control in our model, we evaluate a range of
text encoders and analyze their influence on symbolic
music generation. Our work represents an early-stage
exploration of text-controllable symbolic music genera-
tion, offering a promising direction for future research
in this field. Experimental results demonstrate that
our method can generate symbolic music outputs that
closely align with the provided text prompts. The con-
tributions of this paper are summarized as follows:

e We present a method for generating polyphonic
symbolic music from text prompts, contributing to the
relatively underexplored field of text-controllable sym-
bolic music generation.

e We demonstrate that employing a DDPM-based
approach is effective for achieving precise control over
the music generation process via text prompts, ensuring
that the generated music closely aligns with the input

text across diverse musical features.
2. Related Work

Symbolic music generation has been a longstanding
research area, largely due to the use of MIDI output,
which is easily editable in DAWs and enables exten-
sive customization. Achieving text-controllable sym-
bolic music generation requires careful consideration of
music representation, external control mechanisms, and
model architecture. Accordingly, we review the rele-

vant literature across three key areas: (1) symbolic mu-
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sic representation, (2) text-conditioned symbolic music
generation, and (3) diffusion-based models for music
generation.

2.1 Symbolic Music Representation

Early research in symbolic music generation primar-
ily focused on identifying suitable representations to ef-
fectively capture the musical characteristics of a song.
Given that music is inherently a form of time-series
data, many of these studies have modeled music as a
sequential structure.

Huang et al. [15] proposed REvamped MIDI-derived
events (REMI), a single-track representation that in-
Although

REMI enables the generation of music with nuanced

corporates note durations and bar events.

rhythmic repetition, it tends to produce overly long
token sequences and lacks support for multitrack mu-
sic generation. To address these limitations, Dong et
al. [16] introduced a multitrack representation based
on sequences of sextuple tokens, along with the Mul-
titrack Music Transformer (MMT), a Transformer-XL-
based decoder-only model. This architecture effectively
handles multi-dimensional inputs and outputs, enabling
the generation of longer and more complex multitrack
compositions compared to previous approaches. How-
ever, these methods lack mechanisms for external con-
trol, such as conditioning on genre, mood, or textual
descriptions; users are typically limited to manipulat-
ing the initial seed, which provides only limited and
inconvenient control over the output. To improve con-
trollability in symbolic music generation, Min et al. [12]
proposed a piano-roll representation formatted as a two-
channel binary tensor, facilitating the use of diffusion
models known for their amenability to external control.
Similarly, we adopt a piano-roll representation rather
than a time-series sequence to leverage diffusion mod-
els and enable more effective external control aligned
with user input.

2.2 Text-Conditioned Music Generation

Text-controllable music generation is a subtask
within the broader domain of externally conditioned
music generation. Prior research has explored music
generation conditioned on chords [17, 18], lyrics [19],
and other musical features such as note density and
voicing [20]. Research on text-controllable symbolic
music generation remains at an early stage, although
several methods have recently emerged. Lu et al. [21]
introduced MuseCoco, a two-stage framework that con-

verts free-form text into editable MIDI via an inter-
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mediate representation of musical attributes. MuseC-
oco comprises a text-to-attribute understanding mod-
ule followed by an attribute-to-music generation mod-
ule. While this modular design facilitates practical and
controllable generation, the requirement for separately
trained components increases pipeline complexity and
restricts end-to-end optimization. In contrast, Bhan-
dari et al. [22] proposed Text2midi, a state-of-the-art,
end-to-end model that directly generates MIDI-format
symbolic music from free-form text prompts. Text2midi
employs a frozen FLAN-T5 encoder to embed input
captions and an autoregressively trained Transformer
decoder to produce MIDI tokens, achieving superior
The model is

pre-trained in a semi-supervised manner using pseudo-

performance compared to MuseCoco.

captions from SymphonyNet [23] and fine-tuned on the
MidiCaps dataset [24]. While Text2midi enables direct
text-guided music generation, it still exhibits limited
alignment between the generated music and input text,
with inconsistencies frequently observed in key, mood,
and genre. In contrast, our proposed TPSMG employs
a DDPM-based architecture, which has demonstrated
superior capability in incorporating external control sig-
nals, as detailed in the following subsection.

2.3 Diffusion-Based Models for Music Gen-

eration

Recently, diffusion models have attracted increasing
attention for symbolic music generation, reflecting their
promise in modeling complex, structured discrete data.
Originally developed for continuous domains such as
images and audio, diffusion models demonstrate strong
potential in capturing the intricate distributions of sym-
bolic musical events when combined with suitable rep-
resentations and conditioning mechanisms.

, effectively integrating latent-variable modeling with
the iterative denoising refinement of diffusion frame-
works. This approach illustrates the potential of com-
bining latent space representations with diffusion-based
generation techniques. Cheuk et al. [25] extended dif-
fusion models to music transcription by adapting the
piano-roll format within the Diff Wave architecture [26].
Although their work primarily targets transcription
rather than generation, it employs ground-truth spec-
trograms as conditioning signals. This design effectively
demonstrates the feasibility of structured conditioning
in symbolic music tasks, suggesting a promising ap-
proach for symbolic music generation using diffusion
models with piano-roll representations that support

fine-grained external control. Polyffusion [12] was the
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first to explicitly apply diffusion models to conditional
symbolic music generation, marking a significant ad-
vance in combining generative modeling with symbolic
music representation. It incorporates a cross-attention
mechanism inspired by Latent Diffusion [27], augment-
ing the traditional U-Net backbone with cross-attention
layers that project conditioning signals into interme-
diate latent representations during the denoising pro-
cess. This design enables flexible and fine-grained con-
trol over the generated outputs. Owing to this archi-
tecture, Polyffusion achieves high controllability across
various symbolic music tasks, including melody gener-
ation, chord conditioning, and inpainting. Such control
is particularly valuable in complex generation scenar-
ios where preserving structural coherence and semantic
alignment is challenging.

While Polyffusion demonstrates strong performance
in conditional generation, it has not been extended to
text-controllable tasks and thus cannot directly link
natural language prompts with symbolic music cre-
ation. As a result, the potential of diffusion-based mod-
els like DDPMs for symbolic music generation condi-
tioned on free-form text remains largely unexplored. In-
spired by Polyffusion’s approach, our TPSMG method
aims to align language embeddings with symbolic music
representations through diffusion mechanisms, striving
to create a more expressive, intuitive, and user-friendly

text-guided music generation system.
3. Proposed Model

Our TPSMG framework addresses three core aspects:
music representation, model architecture, and training
strategy. In Subsection 3.1, we describe our approach
to representing music data tailored for diffusion mod-
eling. Subsection 3.2 details the model architecture,
comprising a U-Net backbone augmented with a text-
conditioning module, along with a comprehensive ex-
planation of the training procedure. An overview of
the TPSMG framework is illustrated in Fig. 1.

3.1 Symbolic Music Representation

We represent a music piece as a 2-channel binary ten-

R2XTxP “interpretable as a piano roll, where T

sor v €
denotes the temporal dimension and P the pitch dimen-
sion. The two channels distinguish between note onsets
and sustained notes, enabling precise modeling of both
the initiation and continuation of notes. Each time step
corresponds to a sixteenth note (1/4 beat), providing
fine temporal resolution. The pitch dimension P spans

128 MIDI pitches, from C-1 to G9, covering the full
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Fig.1: Overview of TPSMG. The text caption c is first
processed by the text encoder 7(-), generating the em-
bedding 7(c¢). The embeddings are then integrated into
cross-attention layers and subsequently mapped into in-

termediate layers to guide the training process.

standard MIDI range commonly used in music.

3.2 Diffusion Formula

We generate symbolic music using a two-dimensional
U-Net to model the diffusion process. Our TPSMG be-
gins with a forward noising process q(v,|v,—1), which
progressively adds noise to the original clean piano roll

vo over multiple steps:

q(Vn|vn_1) = N(/1 = Brvn_1, Bul), (1)

(2)

N—-1
q(vn|vo) = H q(vn|vn—1),
n=0

where N represents the maximum number of diffusion
steps, and v,, and [3,, denote the state of the piano roll
and the variance scheduling parameter at the n-th step,
respectively. The identity matrix I is employed to main-
tain the independence of the noise added at each step.

Following this forward noising process, the model ¢
is trained to execute the reverse operation pg(vn—1|vn),
which aims to reconstruct the original piano roll vy from

the final noisy version vy ~ N (0,1):

P (Vn—1lvn) = N(g(vn), 04(vn)), (3)
N—-1

po(vo) = p(ow) [T po(va-1lon),
n=0

(4)

where pi4(vy,) and o4(v,,) represent the mean and vari-
ance of vy, respectively.

During the denoising process, a text-conditioning sig-
nal ¢ is introduced to guide the model in refining the

generated output. This signal is first encoded into an
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embedding 7(c) using a pre-trained text encoder. The
embedding 7(c) is then incorporated into the model via
cross-attention layers embedded within the decoder lay-
ers of the U-Net. These cross-attention layers project
the text-based information into the intermediate feature
representations of the U-Net, allowing the text condi-
tion to influence the denoising trajectory. This guidance
ensures that the generated music aligns closely with the
input textual prompt by steering the optimization pro-
cess accordingly. The training procedure is supervised

by a loss function L(¢), defined as follows:

L(6) = Bug e |16 = 06 (Vanvo + VT = a6, 7(0))]I’

(5)
where § denotes randomly generated noise sampled
from a standard normal distribution N(0,I), and dg4
is a function used to predict this noise. The parameters
a =1— 5 and &y = HZZI «ay, are used to modulate
the noise schedule, and the time step ¢ is uniformly sam-
pled from the range [1, N]. The model 4 is optimized
to minimize the loss L(¢) during training. This loss is
heavily influenced by the text-conditioning signal 7(c),
which guides the generation process. Upon completion
of training, the model effectively reconstructs a clean
piano roll from a noisy input, producing symbolic mu-
sic that closely resembles the original composition and

aligns well with the provided text prompt.
4. Experiments

4.1 Experimental Setup
We conducted experiments using the MidiCaps
dataset [24], which contains 168,000 MIDI files paired
with text captions describing various musical attributes.
The dataset was split into training (80%), validation
(10%), and testing (10%) sets.

poral granularity, we set the temporal resolution to

To ensure fine tem-
four time steps per quarter note. Data augmenta-
tion was applied by randomly transposing pitches by
s~ U(=5,6)(s € Z) semitones, where U denotes a uni-
form distribution, and by assigning randomized starting
beats to further enhance robustness. The diffusion pro-
cess was configured with 1,000 steps, and the model was
trained for 100 epochs using the Adam optimizer [28§]
with a learning rate of 5e-5. For MIDI conversion, the
generated 2-channel piano roll tensors were binarized by
rounding values to 0 or 1, discarding any notes without
onsets to ensure musical coherence.

To evaluate the performance of our TPSMG model,

we generated outputs for all text captions in the test
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set. We compared TPSMG against seven representa-
tive music generation methods. For text-to-music gen-
eration in the acoustic domain, we included two state-
of-the-art methods: Moisai [29] and Mustango [30].
In the symbolic domain, we selected Text2midi [22]
as a baseline, recognized for its superior performance
over MuseCoco and earlier methods in text-controllable
symbolic music generation. To further assess the qual-
ity of symbolic music generated by TPSMG, we also in-
cluded four state-of-the-art symbolic music generation
models: Multitrack Music Machine (MMM) [31], FInal
Generation of ARranged Orchestration (FIGARO) [32],
MMT [16], and MMT-Bidirectional Encoder Represen-
tations from Transformers (BERT) [33]. Additionally,
we performed an ablation study examining the influ-
ence of different text encoders—BERT [34], T5 [35],
and ADA-002 [36]—on TPSMG’s performance. To fur-
ther assess the aesthetic performance of the proposed
method, we conducted a subjective listening test with
18 participants, using Text2midi [22] as the compara-
tive method.

4.2 Evaluation Criteria

We evaluated model performance based on three
quantitative criteria: accuracy, caption similarity, and
music quality.
Accuracy. The accuracy metric assesses how well the
generated music aligns with the text prompts in terms
of key, mood, and genre. Higher accuracy indicates bet-
ter fidelity in capturing the caption information. The
ground-truth key is provided as a scalar value, while
mood and genre are represented as probability distri-
butions from the MidiCaps dataset.
ated music, the key is estimated using Music21 [37]

For the gener-

and Mido*, whereas mood and genre are predicted us-
ing ESSENTIA [38]. Key accuracy is computed as the
proportion of generated samples whose estimated key
exactly matches the ground-truth key. Since mood and
genre are probability distributions and semantically re-
lated terms may overlap, their accuracy is measured
by averaging the cosine similarity between embeddings
g® and g, where g® is the embedding of the ground-
truth mood or genre, and g® is the embedding of the
closest matching generated mood or genre in the latent
space. Note that accuracy evaluation is only applica-
ble to text-to-music models trained on MidiCaps and is
thus limited to the three TPSMG variants using differ-

ent text encoders and Text2midi.

* https://github.com/bzamecnik/midi2audio
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Caption similarity. Caption similarity was calculated
as the cosine similarity between the embeddings of the
input caption and the caption generated for the pro-
duced music piece. To obtain captions for the generated
symbolic music, we utilized the MIDI-to-text model in-
troduced with MidiCaps [24].
how closely the generated music matches the provided

This metric evaluates

text prompts, which is a key objective of this study.
For the audio-based methods Motisai [29] and Mus-
tango [30], captions were generated using the audio-
to-text model LP-MusicCaps [39]. Although audio-
based methods and MIDI-based methods use different
captioning models, we conducted this experiment with
both for the sake of completeness.

Quality. To assess the quality of the generated mu-
sic, we adopted three widely used metrics from the
symbolic music generation field, originally introduced
by JazzTransformer [40]: pitch class entropy (PCE),
scale consistency (SC), and groove consistency (GC).
Because the absolute values of these metrics do not di-
rectly indicate music quality, we compare them to the
corresponding values calculated from human composi-
tions as a benchmark. Specifically, we compute the
average PCE, SC, and GC for both the human com-
positions in MidiCaps and the generated outputs, then
measure the similarity between these values. This re-
sults in pitch class entropy similarity (PCES), scale con-
sistency similarity (SCS), and groove consistency simi-
larity (GCS), where higher similarity indicates that the
generated music more closely resembles human compo-
sitions in these aspects. Since the calculation of PCE,
SC, and GC requires symbolic information, which is not
available for audio, these metrics could not be computed
for the outputs generated by Motisai and Mustango.
Subjective metrics. In subjective experiment, we
asked the participants the following five questions and
requested that they rated each on a five-point scale.

e Richness (R): Does the music exhibit diversity in
harmony and rhythm?

¢ Fidelity (F): To what extent is the given prompt
reflected in the music?

e Structural Coherence (S): Does the music dis-
play clear structural patterns such as recurring themes
or the development of musical ideas?

e Overall (O): Based on the above aspects, what is
your overall assessment of the music piece?

4.3 Evaluation Results

The quantitative evaluation results for accuracy in

key, mood, and genre are presented in Table 1. As
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Table 1: Accuracy results for key, genre, and mood.

Key Accuracy 1 (%)

Mood Accuracy 1 (%)

Genre Accuracy 1 (%)

TPSMG (BERT) 52.43+33.63
TPSMG (T5) 60.53£40.37
TPSMG (ADA-002) 54.364+33.07
Text2midi [22] 35.88429.58

91.99+£8.28 92.69+8.74
92.29+8.09 91.93£8.92
91.7448.20 91.9248.79
73.45+11.58 64.98+15.53

Table 2: Subjective listening test results. Each metric is rated on a five-point scale, with average score calculated.
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Text2midi [22]  2.56+1.04

TPSMG

2.48+0.88
3.48+0.95 3.31+0.97 3.49+0.82 3.67+0.69

2.18+£0.68  2.5840.94
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Fig.2: Quantitative results of caption similarity and music quality. (a), (b), and (c) show the distribution of results

in three different spaces, each with a different horizontal axis—PCES, SCS, and GCS, respectively. Data points

closer to the upper right are viewed as better. Dashed lines represent CMs, and light-colored areas indicate the

range of standard deviation.

shown, all three versions of TPSMG achieve mood
and genre accuracy rates exceeding 90%, indicating the
model’s strong capability in capturing these musical at-
tributes. Among the variants, TPSMG (T5) shows rel-
atively higher performance in key accuracy, while all
versions produce comparable results in mood and genre
accuracy. Notably, all three TPSMG versions outper-
form the state-of-the-art Text2midi method across all
three evaluation metrics, demonstrating TPSMG’s ef-
fectiveness. The lower performance in key accuracy
may stem from the fact that key information often rep-
resents only a small portion of the textual prompts.
This likely causes the model to inadequately capture
and encode this aspect, which could explain the ob-
served decrease in key accuracy. Additionally, the rel-
atively high standard deviation in key accuracy can be
attributed to the binary nature of the metric, where
each prediction is classified as either correct or incor-
rect, thereby introducing variability in the aggregated
results. To compare music quality and caption similar-

ity, we further examine the relationship between these
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two important dimensions.

Specifically, we combine the average caption similar-
ity with three distinct quality metrics to create three
2D visualization spaces, which are shown in Fig. 2 (a),
(b), and (c), respectively. Since caption similarity data
is unavailable for MMM, FIGARO, MMT, and MMT-
BERT, and quality metrics are missing for Motisai and
Mustango, we represent these baselines using horizon-
tal and vertical lines to ensure a fair and informative
visual comparison. From the perspective of music qual-
ity, Fig. 2 clearly demonstrates that the music gener-
ated by TPSMG not only surpasses that of Text2midi
but also achieves results comparable to other state-of-
the-art symbolic music generation methods that do not
incorporate text controllability, across key musical di-
This un-

derscores the potential practicality and robustness of

mensions such as pitch, scale, and groove.

TPSMG in producing musically coherent and aesthet-
ically pleasing compositions. Regarding caption simi-
larity, all three versions of TPSMG consistently outper-

form existing models in both acoustic and symbolic do-
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Ex. 1

A relaxing pop song in D minor, characterized
by a Vivace tempo and a 4/4 time signature.
The melodic composition evokes feelings of
love and emotion, making it suitable for use in
films. The chord progression of Fdim, F6, C6,
F6, and Fmaj7 adds depth to the piece.
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MIDI-to-text Model

v

A melodious mix of pop, electronic, rock, and a
touch of soundtrack, this song encapsulates :
happy and energetic moods with a touch of

love and is perfectly suited for film. Composed :
in a moderate tempo of 120 bpm, it operates in :
a 4/4 time signature and is set in the key of D
minor. Despite the lack of specific instruments

Ex. 2

: A melodic electronic and pop Christmas song

. featuring piano, string ensemble, oboe, steel

: drums, and overdriven guitar, set in the key of C
¢ major with a 4/4 time signature and a moderato
i tempo of 93 beats per minute, creating a happy ~ :
: and relaxing atmosphere throughout its duration.

————

TE T T

[ —
s

|

MIDI-to-text Model

v

Discover the perfect blend of electronic pop,
classical elements, and a delightful soundtrack
flavor in this melodic and energetic song.
Embodying a happy yet relaxing mood set to a
moderate tempo of 93 BPM, this 4/4 time
signature piece is composed in the key of C

Ex.3

An energetic electronic dance track in Eb major,
featuring a vibrant blend of flute, accordion, synth
bass, string ensemble, and synth lead, creating a
melodic and dreamy atmosphere with a hint of
retro charm, propelled by a fast tempo and a 4/4
time signature, with a chord progression of Eb, Bb,
and Ab adding to its captivating appeal.

\ TPSMG ”\

" MIDI-to-text Model

v

Energetically Melodic: A Happy, Energetic

i Electronic Pop Soundtrack with a Rock Twist. This
: captivating melody, composed in Eb Major, follows
© a 4/4 time signature at an Allegro tempo. Despite its
. uplifting tone, it subtly hints at darker themes.

. Perfect for setting an engaging, cinematic mood.

and chord progressions, its genre and mood
tags promise a charming, vibrant piece that
conveys a range of emotions.

you from beginning to end

Major. Its enchanting rhythm is sure to captivate :

Fig.3: Examples of the generated samples from TPSMG (ADA-002). All three generated samples precisely align

with the key and tempo specified in their prompts. The generated captions also indicate that the samples accu-

rately reflect the expected genre and mood. The highlighted part denotes similar parts between text prompts and

generated captions.

mains, confirming TPSMG’s ability to generate music
that semantically aligns with the provided text inputs.

The result of subjective listening test is shown in Ta-
ble 2. Table 2 indicates that TPSMG achieves con-
sistently higher scores across all metrics compared to
Text2midi. This suggests that the iterative denoising
process preserves coherent musical structures, such as
recurring themes and harmonic development, whereas
Text2midi often suffers from imbalanced voices and a
loss of coherence. Moreover, it enables the generation
of more diverse harmonies and rhythms. On the other
hand, the high fidelity score is also reflected in the re-
sults, showing that our method achieves over 90% ac-
curacy in mood and genre classification. Compared to
the lower scores of Text2midi, this demonstrates that
TPSMG more faithfully captures the intended textual
descriptions.

Furthermore, qualitative examples of generated mu-
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sic scores alongside their corresponding textual descrip-
tions are presented in Fig. 3. These examples illus-
trate that the outputs produced by TPSMG (ADA-
002) exhibit clear alignment with the intended musi-
cal attributes, such as genre, mood, and other stylistic
elements. Additionally, all three versions of TPSMG
consistently outperform Text2midi, highlighting the
model’s strong ability to generate symbolic music that
closely reflects the user’s input prompts. These visual
examples provide further evidence that TPSMG effec-
tively translates text prompts into symbolic represen-
tations that preserve and convey the desired musical
characteristics.

Taken together, these results suggest that TPSMG
is not only proficient in generating high-quality sym-
bolic music but also excels at capturing and reflecting
the nuanced features embedded within natural language
prompts. This demonstrates that TPSMG holds sig-
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nificant potential as a text-to-music generation system
and establishes a solid foundation for future research

and development in automatic music creation.
5. Conclusion

In this study, we proposed a novel text-controllable
symbolic music generation method, named TPSMG.
Our approach embeds text captions into a latent
space and integrates these embeddings into the cross-
attention layers of a U-Net architecture. By mapping
this information into intermediate layers, the model
is guided during training to generate symbolic music
aligned with textual prompts. Experimental results
demonstrate that TPSMG effectively produces outputs
with superior alignment to text inputs, accurately cap-
tures mood and genre information, and maintains high
overall musical quality. For future work, a significant
challenge remains in extending DDPM-based methods
to multitrack music generation, as the current piano-
roll representation lacks explicit instrument informa-
tion. Our current focus prioritizes controllability, which
Go-

ing forward, it is an open question whether to develop

comes at the expense of multitrack capabilities.

DDPM-based models for multitrack generation or to
enhance transformer-based models’ controllability, with
the ultimate goal of achieving fully text-controllable

multitrack symbolic music generation.
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